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We included the dependencies for the dictionaries (the dashed arrows) for complete-
ness. We’re not as concerned about these dependencies because they represent an
inheritance dependency, which isn’t one we need to remove.

 Again, you can imagine what this diagram looks like as you add more and more
languages. Despite the fact that you’ve encapsulated some of the logic within the
SpellCheckDictionary base class, the MovieReviewService class is still dependent on
any dictionary class it wants to use.

 By contrast, the version in listing 9.5 depends on a single class: DocumentPosition.
The other dependencies have been rolled into the ISpellCheckDictionary interface.
See figure 9.2. (Again, we’ve omitted the dependency on DocumentPosition because
it’s outside the scope of this discussion.)

 This looks much better. In figure 9.1, MovieReviewService depended on three
dictionary objects. In figure 9.2, SpellChecker depends on a single interface. Further-
more, as we add new dictionaries, that fact won’t change. SpellChecker will continue
to depend only on the ISpellCheckDictionary interface.

 Still not convinced? Let’s look at an area we’ve been ignoring: the impact on your
testing.

9.3.2 The testing impact

So far, we’ve talked about refactoring our dependencies to reduce coupling. But how
does that ultimately help you? To that end, let’s examine the impact your change will
have on the code’s testability.

 How are you testing the original MovieReviewService class? When you go through
the process of adding French spell-checking, how can you be sure you aren’t breaking
any existing functionality with respect to English and Spanish spell-checking? What
happens if you add French capabilities, and then discover that the English reviews
aren’t being processed correctly?

 Perhaps you’ve never worked on a project where adding new features broke exist-
ing features. If that’s the case, you’ll have to take our word for it. It happens from time
to time.

SpellChecker

SpanishDic�onaryEnglishDic�onary

SpellCheckDic�onary

ISpellCheckDic�onary

Figure 9.2 After introducing an 
interface, we’ve reduced the 
number of dependencies and 
changed the direction of one. More 
importantly, SpellChecker now 
relies on only one interface.
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 In chapter 4, we went through the process of adding automated testing to our proj-
ect. We also made the proclamation that any new code you write should have corre-
sponding tests. So whether or not the MovieReviewService class was tested before,
the minute you add a new language to the process, it must be tested again.

 But in order to test it, you must have an app.config set up pointing to the English
dictionary file you’re using. Even more cumbersome is that in order to test the Span-
ish dictionary, you’ll need to connect to a web service somehow. Assuming you’re
using a third-party service, your test is now dependent on the fact that you can con-
nect to it.

 All these prerequisites are required to see if the SpellChecker class is able to col-
lect up errors in a given review. In our opinion, that’s far too much overhead in order
to set up what should be a simple test.

 We won’t show this test because, quite frankly, we became physically ill when we
tried typing it out. Instead, consider listing 9.7, which shows a unit test written against
our updated SpellChecker class from listing 9.5.

[TestFixture]
public class SpellCheckerFixture
{
    [Test]
    public void Should_collect_errors_in_a_review( )
    {
        var reviewToBeSpellChecked = "review with incorrectWord in it";
        ISpellCheckDictionary dictionary = 
        new FakeSpellCheckDictionary( );

        var spellChecker = new SpellChecker( dictionary );
        var errorList = spellChecker.SpellCheckReview(    
            reviewToBeSpellChecked );                     

        Assert.That( errorList.Count, Is.EqualTo( 1 );
        Assert.That( errorList[0].Word, Is.EqualTo( "incorrectWord" ) );
    }

    internal class FakeSpellCheckDictionary : ISpellCheckDictionary
    {
        public bool IsCorrect( string word )
        {
        if ( word == "incorrectWord" )
        {
            return false;
        }

        return true;
        }
    }

}

There seems to be quite a bit going on in this test, but the behavior it’s testing is sim-
ple. Here’s a summary of what this test does:

Listing 9.7 Test fixture to verify the functionality of SpellChecker

Known test review B

C Execute code 
under test

Fake class for testing E

Verify
results D

Implementing 
expected resultsF
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1 Retrieves a known test review B. It contains a word spelled incorrectWord in it.
2 Feeds this review into the SpellChecker class C, which will check it against a

fake dictionary of our own design E.
3 Makes sure the error list that comes back from the SpellCheckReview method

contains a single error and that the incorrect word is incorrectWord D.

Before going into details, notice first how little you needed to do in order to prepare
the SpellChecker class for testing. Compare this with the setup you’d need to provide
for the original version. There’s no web service to configure and no configuration file
to provide.

 Instead, you can zero in on exactly what this class is responsible for: collecting
spelling errors. (One might even call this its single responsibility.) Everything else,
such as loading and configuring the source dictionary, is handled elsewhere.

 Also, the dictionary’s behavior isn’t of interest to you in this test. That’s why you
can create a fake one for our SpellChecker E. Its methods do the bare minimum
required in order to test the SpellChecker. For example, you instruct the fake dic-
tionary F to return false from the IsCorrect method if the word it’s checking is
spelled incorrectWord.

 The meat of the test happens when we create the SpellChecker object. It’s here C
you create the class under test and execute the method under test, respectively. The
question is still often asked: what exactly are we testing in this situation? 

 When you’re first looking at interaction tests, this is a valid question, so let’s spend
some time talking about it.

9.3.3 What are we testing?

If you’re not used to breaking out responsibilities for your classes at a granular level,
listing 9.7 may seem like a useless test. It’s not checking the spelling of the review in
the normal sense; it’s using a review we created against a fake dictionary that we also
created. If we gave it the misspelled word mitocondrial, this test would still pass because
the test is checking only for instances of incorrectWord in the review.

 Other burning questions: how will the SpellChecker perform with a real diction-
ary object? And how do you know you can load your dictionaries properly and work
with them?

 These questions are valid and absolutely should be addressed, but not by this par-
ticular test. In this test, all you care about is whether the SpellChecker can collect
errors from a review given a dictionary. Any dictionary.

 How is a spelling error defined? This code doesn’t care. That’s the dictionary’s
problem. As long as it’s able to tell you if a word is incorrect or not somehow, you can
go about your business testing whether the SpellChecker is able to collect those
errors into a meaningful list.

 In short, you don’t care about the inner workings of the dictionary. All you’re con-
cerned with is the error collection process of the SpellChecker.
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 Again, that doesn’t absolve you of the responsibility of testing the inner workings
of the dictionary. In another test, you’ll very much care how it determines what an
error is, in English, Spanish, and whatever other language we choose to support. That
test (or more likely, suite of tests) will run the gamut of testing actual English/Spanish
words against the dictionary.

 Similarly, the question of whether your dictionaries load properly can be addressed
with another test. You should have tests in place to ensure you can properly load the Eng-
lish dictionary from the config file and the Spanish dictionary from the web service.

 As for the question of whether the SpellChecker will work correctly with a
“proper” dictionary, that’s where integration tests come into the picture. It’s all well
and good to test each class in isolation, but that’s not how the application is going to
be run. A good suite of integration tests must be implemented to make sure each com-
ponent works in conjunction with other components. This isolation is one of the natu-
ral side effects of driving code down to the point where each module has one, and
only one, responsibility.

9.3.4 The effect of breaking out responsibilities

Now that you’ve beaten the SpellChecker’s responsibility into the ground, let’s follow
the responsibility chain through a little further. You’ll see what other responsibilities
have arisen that have been ignored.

 We’ve talked about the dictionary classes and how they’re responsible for deter-
mining what a “spelling error” is. Because that’s their sole purpose, the responsibility
for loading them needs to fall on some other class.

 Using dependency inversion, the dictionary classes should depend on some abstrac-
tion for this, say an IDictionaryLoader. Then you’d have a ConfigDictionary-
Loader and a WebServiceDictionaryLoader. Furthermore, yet another class, say a
DictionaryLoaderFactory, would be responsible for creating an appropriate diction-
ary loader to provide to the dictionary class. That’s not to mention a Dictionary-
Factory itself, which is responsible for creating the dictionary (using the appropriate
loader, of course).

 If this type of talk is new to you, you may be shaking your head at this veritable
explosion of classes and interfaces, none of which do very much. But that’s the heart
of the single responsibility principle. Classes shouldn’t do very much. They should do
one thing and one thing only. As soon as you add another responsibility, you add to its
complexity. Very likely, you’re both reducing its cohesiveness and increasing the cou-
pling in your application at the same time.

 The increased number of classes is certainly a trade-off to following SRP. But the result
is a lot of small, easily tested classes rather than fewer monolithic and complex classes.
We started this section asking why you should invert your dependencies. It’s taken a
while to get to this point but here are the answers:

■ To make your classes easier to test in isolation
■ To isolate your classes from changes to other classes
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Before leaving this topic completely, we can simplify our testing even further by get-
ting rid of the fake objects we need to create to satisfy our dependencies. We’ll look at
how to do that next.

9.3.5 An alternative using mock objects

There’s a way to tighten up the test in listing 9.7 even further by eliminating the
FakeSpellCheckDictionary altogether. You can do this with a mock object. First
introduced in chapter 4, mocking frameworks, such as Rhino Mocks, TypeMock, and
Moq, allow you to create stubs for your dependencies. Furthermore, they allow you to
control how they react when acted on without the need to create an actual object.

 Listing 9.8 shows the same test using Rhino Mocks.

[TestFixture]
public class SpellCheckerFixture
{
    [Test]
    public void Should_collect_errors_in_a_review( )
    {

Listing 9.8 An alternate test using a mocking framework

Class explosion
Let it not be said that you’ll reduce your class count by more rigorously adhering to
the single responsibility principle. A common reaction when you start breaking apart
dependencies is “But I have all these classes and interfaces cluttering up my solu-
tion now.”

Our response is yes, you do. So what?

The most common complaint about a large number of files in a solution is that navi-
gation suffers. Navigation isn’t a code concern, though. It’s the sign of a tooling is-
sue. If you’re using Visual Studio out of the box, efficient navigation through large
numbers of files can be tedious. Shortcuts and context menus are built into Visual
Studio that can help with that, but overall inefficient navigation is a sign of a problem
with your tool: Visual Studio.

Don’t fear: if there’s only one thing that you should love about Visual Studio, it’s the
fact that it has an amazing extensibility framework built into it. As a result, there are
numerous add-ins that you can incorporate into your development environment that
will greatly aid in code navigation. There are two third-party add-ins (CodeRush with
Refactor! and ReSharper) that have become known as productivity tools. Although
both do much more than aid in navigation, you’ll see a remarkable increase in that
department alone.

In the end, you shouldn’t compromise your code’s design for the sake of your IDE.
A development environment is there to aid you in creating code. If it’s causing fric-
tion, look elsewhere for additional support. Better to change your navigational hab-
its or to enhance your IDE than to leave your code in a less maintainable state.
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        var reviewToBeSpellChecked = "review with incorrectWord in it";
        var dictionary = MockRepository
.GenerateStub<ISpellCheckDictionary>( );             

        dictionary.Stub(                          
x => x.IsCorrect( "incorrectWord" )               
.Return( false) );                                
        dictionary.Stub(                          
            x => x.IsCorrect( "" )                
    .Constraints( Is.NotEqual( "incorrectWord" ) )
    .Return( true ) );                            

        var spellChecker = new SpellChecker( dictionary );
        var errorList = spellChecker
.SpellCheckReview( reviewToBeSpellChecked );

        Assert.That( errorList.Count, Is.EqualTo( 1 );
        Assert.That( errorList[0].Word, Is.EqualTo( "incorrectWord" ) );
    }
}

Although it may not appear so, listing 9.8 isn’t very different from the original version
of this test. You replace the FakeSpellCheckDictionary with an object created from the
mock repository B. This object implements the interface specified, ISpellCheck-
Dictionary. Then you tell the mocked object how to behave in different scenarios,
much the same way we did in the first version C. The first call says, “If, during the course
of this test, IsCorrect is called on the dictionary with a parameter of incorrectWord,
return false.” The second call says, “If, during the course of this test, IsCorrect is called
on the dictionary with any parameter that isn’t incorrectWord, return true.”

 As you can see, using a mock framework in this manner is no different than when
you created the FakeSpellCheckDictionary yourself.

 You could argue that the original version of this test was easier to follow, especially
if your team isn’t familiar with mocking. That argument is a circumstance of our sim-
plistic and contrived example. In more realistic scenarios, when interfaces are more
involved, the power of mock objects becomes more apparent. Just as an example, if
you added a new method to the ISpellCheckDictionary interface, you’d need to
update your fake object in the first version of this test. In the second, the mocking
framework handles that task for you implicitly.

 Mock frameworks can be a tremendous help when testing objects with dependen-
cies. But they aren’t as easy to grasp initially as concrete fake objects are. They’re well
worth the time to learn, but be forewarned: it will take time to become proficient in
them. We’ll revisit them throughout the remainder of this chapter and the book.
Before getting to that, we’d like to expand on the underlying concept behind this
example. An understanding of dependency injection will pave the way for more
advanced approaches for managing your dependencies.

9.4 Dependency injection
You’ll almost certainly encounter the term dependency injection during your travels.
Dependency injection is similar to inversion of control and dependency inversion,
and people will often use these terms synonymously, though differences exist.

Using a 
stubB

C Setting stub 
behavior
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 Dependency injection is a specific implementation of inversion of control. You’ve
seen it in action already. In listing 9.5, you injected the dependency (ISpellCheck-
Dictionary) into the SpellChecker class through its constructor. In doing so, you
applied the dependency inversion principle to invert the control of how to find the
dependencies for the SpellChecker object.

 So to recap the terminology introduced in this chapter:

■ Inversion of control is a high-level abstract principle.
■ The dependency inversion principle is a means of achieving inversion of con-

trol by moving the dependency to an abstraction.
■ Dependency injection is a concrete implementation of the dependency inver-

sion principle.

You may be asking yourself why you need to have a specific method for performing
dependency injection. Let’s look at our SpellChecker class from the perspective of a
consumer. Listing 9.9 shows one potential class that would create a SpellChecker.

public class SpellCheckReviewService
{
    SpellChecker _spellChecker;
    public SpellCheckReviewService()
    {
        _spellChecker = new SpellChecker ( new EnglishDictionary() );
    }

    // More code that uses the SpellChecker
}

At this point, we’re going to reset our example a little and assume that we’re dealing
only with the English language in our reviews. Later, we’ll talk about incorporating
others, but until then, the extra language requirement will muddy the waters. Note
that the SpellChecker still requires an ISpellCheckDictionary object because you
want to adhere to the single responsibility principle. But for now assume the English-
Dictionary is the only implementation of ISpellCheckDictionary.

 Listing 9.9 shows that when creating a new instance of the SpellChecker class, the
consumer (SpellCheckReviewService) will have to know that an EnglishDictionary
needs to be provided in the constructor. There’s no reason for the SpellCheck-
ReviewService to have any knowledge about what’s needed to create a new
SpellChecker. As soon as you’ve started to impose that knowledge on the calling
code, you’ve increased the brittleness of this code.

 How is the code more brittle? Imagine that you create a SpellChecker in a num-
ber of places in the application. Now if the creation requirements of SpellChecker
change (for example, its constructor is modified to include a second parameter),
you’ll have to make changes in many locations throughout your code. This ripple
effect isn’t ideal from a maintenance point of view.

Listing 9.9 Class that creates its dependency in the constructor
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 Ideally, you’d like to create a SpellChecker object without having to provide all
the necessary goo (the constructor parameters). You’d still like it to be created prop-
erly, mind you. But you want someone else to do the work.

 Put another way, you want our calling code to look something like listing 9.10.

public class SpellCheckReviewService
{
    SpellChecker _spellChecker;

    public SpellCheckReviewService( )
    {
        _spellChecker = new SpellChecker( );
    }

    // More code that uses the SpellChecker
}

If creating an object without providing its dependencies explicitly were possible, you
could eliminate SpellCheckReviewService’s knowledge of what’s required to create a
new instance of the SpellChecker class.

 For now, let’s assume you can create a SpellChecker class without providing a dic-
tionary explicitly yet still have a dictionary wired up to the SpellChecker. Even then,
you’re still left with a tightly coupled solution: SpellCheckReviewService is responsi-
ble for the creation of SpellChecker.

 Referring back to our previous discussion of inversion of control, you should
change the SpellCheckReviewService to look something like listing 9.11 instead.

public class SpellCheckReviewService
{
    ISpellChecker _spellChecker;

    public SpellCheckReviewService(ISpellChecker spellChecker)
    {
        _spellChecker = spellchecker;
    }

    // More code that uses the SpellChecker
}

Just as you did in listing 9.5 with the SpellChecker class, you’ve taken SpellCheck-
ReviewService and inverted the control of SpellChecker. Rather than relying on the
concrete SpellChecker class, SpellCheckReviewService now depends on an abstrac-
tion, the ISpellChecker interface.

 Put another way, you’ve altered SpellCheckReviewService so that it no longer has
a dependency on SpellChecker. Instead, you’ve injected a dependency into the class
via the constructor. This process is called dependency injection.

 The basic idea of dependency injection is that objects don’t explicitly create their
dependencies. They’re injected into the objects by some external service.

Listing 9.10 A class that doesn’t require intimate knowledge to create it

Listing 9.11 Another version that takes an interface in its constructor
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 This level of control isn’t always easy to achieve. Classes may have many dependen-
cies and each of them may have dependencies of their own, leading to a complex hier-
archy of classes required to create the one we’re interested in. And as much as we’d
like to shirk our object creation duties in individual classes, somewhere along the line,
somebody needs to create these classes.

 One of the underlying ideas of dependency injection is the use of an assembler
object to correctly create an object with the appropriate dependencies. (By assembler,
we mean an object that assembles things, not an object written in assembler lan-
guage.) In the case of our SpellCheckReviewService, you’d use dependency injec-
tion to create the SpellChecker class (effectively newing it up elsewhere). At the same
time, you’d also determine which object to provide to SpellChecker to satisfy its
requirements (the ISpellCheckDictionary constructor parameter). Not only will
dependency injection provide the correct object type for each of the constructor
parameters, it will provide instances of those objects as well. In short, by using depen-
dency injection, we’re creating a SpellChecker class that’s completely ready for use. 

There are a number of ways to implement dependency injection. Two common ones are
constructor chaining (also known as poor man’s dependency injection) and inversion

Constructor versus setter dependency injection
There are two commonly accepted methods for doing dependency injection: construc-
tor and setter injection.

Setter injection provides dependencies to an object through properties on that object.
The object requiring dependencies exposes setter-only properties on itself that allow
the calling or creation code to pass in the dependencies for use. 

In constructor injection, all dependencies are provided to an object as parameters in
its constructor. This method forces an object to be created with all its dependencies
in place.

It’s possible to combine both constructor and setter injection. Some dependencies
are provided in the constructor and others via property setters. Often, people will use
constructor injection for required dependencies and setter injection for optional de-
pendencies, though optional dependencies is an oxymoron.

Our preference is to use constructor injection most of the time. We believe it provides
a clearer communication of dependency requirements when they’re explicitly de-
clared in an object’s constructor. When you’re reviewing the code, it’s much easier
to see what’s required in order to make a class work if all the dependencies are out-
lined in the constructor.

In addition, it’s too easy to create objects that aren’t in a stable state with setter in-
jection. The onus is on the creation code to remember to call the setters on the object
after it’s created. With constructor injection, it’s much harder (though still possible)
to create objects without their dependencies wired up.
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of control containers. Both techniques have their merits and should be used when
appropriate. Although doing constructor chaining for dependency injection isn’t as
sexy (in programming circles anyway) as using a container, we’ve used it successfully on
large codebases.

9.4.1 Constructor chaining

Constructor chaining is a dependency injection technique that requires no external
components and doesn’t require you to create any infrastructure code. Instead, it makes
use of constructor overloading to chain together object constructors. Listing 9.12 shows
how to achieve this with our SpellChecker class.

public class SpellChecker
{
    ISpellCheckDictionary _dictionary;

    public SpellChecker() : this(new EnglishDictionary())
{}

    public SpellChecker( ISpellCheckDictionary dictionary )
    {
        _dictionary = dictionary;
    }

    // ... rest of the SpellChecker code

}

In listing 9.12, we’ve used constructor chaining to perform dependency injection. The
first constructor B will call the second one with a default parameter. Now the ideal
code from listing 9.10 becomes a reality. You can create a SpellChecker class without
having to provide constructor parameters to it and you still get a fully assembled
SpellChecker with all its dependencies.

 That said, you may have noticed a couple of problems with this technique. First,
you have an implementation problem. The SpellChecker can be created only with an
EnglishDictionary if you use the empty constructor. You’re essentially creating it
with default values. If you want to use a different dictionary, you’re back to creating a
SpellChecker with parameters.

 The second problem is that the SpellChecker class is now, once again, tightly cou-
pled to the EnglishDictionary implementation. Not only that, you’ve also made the
SpellChecker class intimately knowledgeable about the method required to create new
instances of the EnglishDictionary object. You worked so hard in this chapter to elim-
inate that dependency from SpellChecker and now you’ve just idly reintroduced it.

 So this implementation isn’t quite the end goal you should be looking for. It is,
however, a valid strategy for performing dependency injection. Constructor chaining
does allow developers to minimize the dependency coupling in the code. Although
the code still requires knowledge of how to create your dictionary, it’s limited to the
constructor of the SpellCheck class.

Listing 9.12 An example of constructor chaining

Constructor 
chaining

B
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 Constructor chaining doesn’t eliminate this coupling completely. To do that, you
have to explore the second technique available: containers.

9.4.2 Containers

As you saw in the previous section, the constructor chaining technique will leave a res-
idue of coupling within your code. Ideally you’d like to remove this dependency from
the code as well. The best way to do that is to make use of an inversion of control
(IoC) container.

 The purpose of an IoC container is to act as a centralized location from which
code can retrieve objects. Not only do containers provide instances of the requested
objects, but they also take care of creating and injecting any dependencies required
for those objects. If any of those dependencies require further dependencies, those
are wired up as well. The container becomes your one-stop shop for objects and their
dependencies.

 Listing 9.13 shows our SpellChecker class as it’d look with an IoC container per-
forming dependency injection.

public class SpellChecker
{
    ISpellCheckDictionary _dictionary;

    public SpellChecker( ISpellCheckDictionary dictionary )
    {
        _dictionary = dictionary;
    }

    public IList<DocumentPosition> SpellCheckReview( string review )
    {
        IList<DocumentPosition> errors = new List<DocumentPosition>( );
        IList<String> words = ParseWords( review );
        foreach( string word in words )
        {
        if ( _dictionary.IsCorrect( word ) == false )
        {
            errors.AddRange( GetAllPositionsOf( word ) );
        }
        }

        return errors;
    }
}

You’ll notice that listing 9.13 is identical to listing 9.5. As with that listing, only one
constructor is required B. The difference is that with a container, you don’t need to
explicitly create the ISpellCheckDictionary class that’s injected into it. The con-
tainer will do it for you. Let’s take a peek behind the curtain.

 When a container creates an instance of the SpellChecker class, it has to know
what type of object to instantiate and pass in as the ISpellCheckDictionary typed

Listing 9.13 A class that takes advantage of an IoC container

Only 
constructor

B
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parameter. Regardless of what container (third-party or home-grown) you’re using, it
needs to know what class to use when an ISpellCheckDictionary is requested.

 In most cases, this request is done through a simple mapping. When you configure
the container, you map a requested type to a resolved type. In our example from list-
ing 9.13, the container would map an ISpellCheckDictionary to an English-
Dictionary. That is, when a parameter of type ISpellCheckDictionary is requested,
the container should resolve it with an instance of the EnglishDictionary object.

 Configuration of the mapping between the requested and resolved types can take
many forms. With some containers, it may be done in XML configuration files,
although others may do it in code, using a fluent interface or domain-specific lan-
guage. Some provide more than one method of configuration. Regardless of the
method used to configure the container, that configuration is the trade-off that’s
made when removing the final couplings that exist in constructor chaining. When
you’re done, your classes are no longer coupled to concrete implementations, but you
also have a little extra code to configure the container. It’s an unfair trade-off, but it’s
unfair in your favor.
ABSTRACTING THE CONTAINER

Once you’ve started using a container to perform your dependency injection, you end
up with one remaining dependency: the container itself. Although in most cases using
the container will be transparent, you still need to get some object at the top of the
hierarchy at some point, usually when the application is launched. That means
requesting it from the container object explicitly.

 A practice that we endorse is to create a custom wrapper that abstracts the con-
tainer’s specific implementation away from your application. Listing 9.14 shows one
way of doing this as well as sample client code that calls it.

public class ResolveType
{
    public static T Of<T>()
    {
        //…
    }
}

public class SomeClientApplicationClass
{
    public void DoingSomeWork( )
{
var spellCheckDictionary = ResolveType.Of<ISpellCheckDictionary>();

        //...
}
}

In listing 9.14, we created a ResolveType class that exposes a static method Of<T> B.
The Of<T> method will call the underlying container itself to resolve the requested

Listing 9.14 Skeleton wrapper for an IoC container

Resolution 
method

B
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type of T. The application will work with this class, not the container itself. As a result,
if we decide to switch from one type of container to another, the impact of that
change is limited to just the code in the ResolveType class.

Here’s a final note on our all-but-forgotten SpanishDictionary. Earlier, we cast aside
the requirement for multiple language support for the sake of clarity. Once you add
multilanguage support, it may not be realistic to assume that we always want to create
an EnglishDictionary when requesting an ISpellCheckDictionary object. The
more likely scenario is that we’d like to decide at runtime which ISpellCheck-
Dictionary object to create.

 Doing so is still possible in most third-party containers, and it’s certainly feasible to
do it if you roll your own container. One way to achieve this goal is to specify to your
container that when you request an ISpellCheckDictionary, you shouldn’t automati-
cally create a specific object. Instead, you tell the container to call a method on a class
that’s able to create the object for you. (The class is often a factory class, one whose
sole responsibility is to create objects.)

The Common Service Locator
Recently, a project was created called Common Service Locator to provide exactly the
abstraction we discuss here. It contains a shared interface for locating services so
that you don’t need to rely on a direct reference to a specific IoC container.

As of this writing, the project had support for all major IoC containers on the market.
Although you may lose some of the advanced features of a particular container, the
Common Service Locator provides enough functionality in its “lowest common de-
nominator” form to still be useful.

You can find more information on the Common Service Locator at http://common-
servicelocator.codeplex.com.

Third-party or roll your own?
Third-party containers tend to be feature rich with a wide variety of options. But at
their core, they’re simply hash tables. The key is the interface you request and the
value is the concrete type that maps to it.

So don’t shy away from creating your own simple container if you have simple needs.
Remember, the best tool to solve the problem at hand may be a tool you create. That
said, the richness required to handle fringe case scenarios in your application may
be best served by a third-party container. In the end, pick what’s best for you. And
whatever choice you make, remember to abstract the implementation away from the
rest of your code to minimize the impact if the time comes to change.

http://commonservicelocator.codeplex.com
http://commonservicelocator.codeplex.com
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Although this looks easy on paper, keep in mind that the factory class needs to be able
to determine which ISpellCheckDictionary object to create. This task often entails
setting a property somewhere that the factory class checks. It’s not an ideal
scenario, but in our experience it’s still worthwhile pursuing compared to the alterna-
tive of having highly coupled code to maintain.

 Now that you’ve seen examples and we’ve discussed the nuances of dependency
inversion, let’s spend some time looking at how you can work with dependency inver-
sion in your existing codebase.

9.5 Dependency inversion in brownfield applications
Hopefully, we’ve explained dependency inversion clearly enough that the concept
seems relatively simple. You’ve migrated from a highly coupled MovieReview-
Service with embedded dictionaries into a design where you can test each compo-
nent in isolation.

 But this is sample code. The reality is, brownfield applications can be notoriously
resistant to separating classes into single responsibilities and, thus, to dependency
inversion. Often, the application contains monolithic classes with dependencies on
specific databases, config files, web services, and even other classes. Discovering a
class’s individual responsibility sometimes requires the services of a psychoanalyst
rather than a developer. And determining where and how to implement dependency
inversion often requires a tea leaf reading.

 In reality, refactoring a brownfield application to implement dependency inver-
sion isn’t intimidating if done at the right time and using the right techniques. If you
have a brownfield application staring you in the face with tightly coupled classes and
dependencies, you don’t want to start big and you definitely want to have a safety net.
Let’s start with the safety net provided by automated testing.

9.5.1 Testing for success

As mentioned in chapter 4, when we were discussing automated testing, unit and inte-
gration tests provide peace of mind when refactoring code. If your code is tightly cou-
pled and you plan to refactor out that dependency coupling, do so by first creating
integration tests. These tests will act as a baseline to ensure that your changes during
the decoupling process won’t have any negative effects on the functionality within the
code base.

 Yes, yes, we can hear your thoughts now. Wouldn’t it be nice if you had the time to
write integration tests for old code? We agree. Writing these tests will be a long and
laborious process. 

 Here’s our advice: write them anyway. Once created, those tests will become a valu-
able long-term asset for the development team. More immediately, they’ll be a valu-
able asset as you refactor your dependencies.

 If you decide that you want to take on the decoupling process without the benefit
of a test suite to back you up, nothing is stopping you. We’ve decoupled applications
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in the past this way. It’s been met with, let’s say, “mixed” success. In the more success-
ful projects, the failure was visible immediately. In the others, the failures were more
malignant and didn’t appear until late in the release cycle. Yes, that means that our
refactoring efforts introduced some defects into production—which is why we won’t
work without the safety net of unit and/or integration tests before starting any code
changes ever again. But if you’re still skeptical, we do encourage you to learn from
your own experience. That code-based experience is going to start in one spot and it’s
going to be up to you to figure out where that spot will be.

9.5.2 The jumping-off point

Once you’ve decided if you’re going to walk the tightrope without a safety net (or not),
it’s time to start the refactoring process. Like our example for refactoring to logical lay-
ers in chapter 8, refactoring out coupling and dependencies is something you want to
do incrementally. As figure 8.8 showed in the previous chapter, you must decouple your
dependencies a bit at a time so that you can manage the impact of the changes.

 But where should you start? Again, this is a subjective decision. If it’s your first time
refactoring out dependencies, you’ll feel most comfortable working in an area of the
code that you understand thoroughly. If you’ve been neck-deep in data access code,
start looking for responsibilities there. If you’re the user interface go-to person in
your organization, the Initech.UserInterface namespace might be your best bet.
It’s a great idea to begin under familiar circumstances.

 If you’re somewhat confident in your ability to remove and/or invert dependen-
cies, the best place to start is a location in the code that has historically been a sore
spot for maintenance. If your application hasn’t yet been released to production,
don’t think that you’re clear of problem maintenance areas. Where are you getting
the most defects reported from your QA team? What area of the application receives
the most requests for functionality changes? What part of the code sends developers
into a fetal position at its mere mention? These are all areas of maintenance friction
that you can help to address by removing coupling and inverting dependencies.

 Regardless of where you start, you’ll have to work in small, controllable chunks.
The crux of this approach is to work on changes incrementally.

9.5.3 Work incrementally

Unlike the incremental refactoring to logical layers outlined in chapter 8, the incre-
mental nature of this refactoring is multidimensional. The first dimension is the incre-
mental units within the codebase. This part is similar to the steps outlined in chapter 8,
except that this time, you’re refactoring dependencies into interfaces in baby steps,
running your tests after each change.

 The second dimension is the incremental use of the decoupling techniques out-
lined previously in this chapter. In our experience, trying to implement a container-
based IoC implementation as the first refactoring of a tightly coupled piece of code is
a large and overwhelming undertaking—especially when you’re first starting to refactor
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the codebase. Instead, our suggestion is to incrementally apply each technique within
each unit of code you’re working on. As you move forward in the process, the impact
of the changes required will become less and you’ll be able to apply multiple tech-
niques simultaneously.

Detaching the code that you’re working on from the remainder of the application
is one of the keys to being able to work incrementally. The first step to doing this,
and one that’s quite effective, is to begin working with interfaces instead of con-
crete classes.

9.5.4 Start by introducing interfaces

So which decoupling technique should you start with? Well, the easiest and the one
with the smallest amount of impact to the codebase is using interfaces. Change the
code to use interfaces for its internal variables. Don’t worry about inverting depen-
dencies just yet. Converting dependencies to interfaces will be trying enough. You’ll

Tales from the trenches: Choosing the end goal
When initially analyzing one project that we joined, it was obvious that some of the
main problems were due to not using dependency injection. The project was already
quite large and had a fairly mature codebase (a typical brownfield application). We
had to determine how we were going to loosen the coupling by implementing depen-
dency injection while still allowing the project to continue to move forward.

The first step in this process was to start with using poor man’s dependency injec-
tion. It allowed us to easily convert one class at a time with minimal impact to the
remainder of the codebase and the overall project. Using poor man’s dependency in-
jection allowed the team to address decoupling in an extremely incremental fashion.
We could pause and resume the refactoring work almost at will depending on whether
more pressing tasks came up. The result was that we rarely felt as if we were
hemmed in by doing this work.

Our initial goal when we started the dependency injection refactoring was to make
use of an IoC container to resolve all our dependencies. As we moved further along
in the initial refactoring to poor man’s injection, we realized that the task we’d
taken on was much larger than we’d initially thought. That, in combination with
the learning curve that the team would endure when implementing an IoC contain-
er, pushed the effort-to-benefit ratio too high. Rather than risking a large impact on
the project, we decided that we wouldn’t take the final step to an IoC container at
that time.

Because we chose to implement our dependency injection refactoring one step at
a time, we were able to switch gears partway through and reassess what was best
for the project. In the end, our initial goal was never met, but we did improve the
code and address some of the major issues that we’d seen in our initial analysis.
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have to create new interfaces for objects, modify existing code to make use of those
interfaces, and finally, retest the code to ensure that everything still works.

 As we mentioned earlier, this process will become easier as you get further into the
codebase. More and more of the classes will already implement interfaces, and mak-
ing use of the interfaces will be a simple change task.

 Once the code you’re working on is using interfaces in as many places as possible,
you can now work at the next step: inverting the dependencies.

9.5.5 Apply the dependency inversion principle

Our second recommended refactoring step is to take code that has been decoupled
through the use of interfaces and begin to invert the dependencies within it. There
are two options available to you here. Both require that you start to move your
dependencies to field variables and to have them provided through constructor
injection. You’ve seen how this can be achieved in earlier examples, but listings 9.15
and 9.16 show a piece of code before and after the dependency inversion principle
is applied.

public class DocumentFinder( )
{
    public IEnumerable<DocumentDto> FindByTitle( string titleFragment )
    {
        DocumentRepository repository = new DocumentRepository( );
        IEnumerable<Document> documents = 
repository.Find( x => x.Title.Contains( titleFragment ) );

        DocumentToDtoTranslator translator = 
new DocumentToDtoTranslator( );                         
        IEnumerable<DocumentDto> documentDtos = 
translator.Translate( documents );

        return documentDtos;
    }
}

Next (listing 9.16) is the same code after applying dependency inversion.

public class DocumentFinder( )
{
    IDocumentRepository _documentRepository;
    IDocumentToDtoTranslator _translator;

    public DocumentFinder( ) : this( new DocumentRepository( ),
        new DocumentToDtoTranslator( ) { }

    public DocumentFinder( IDocumentRepository documentRepository,
        IDocumentToDtoTranslator translator )               
    {
        _documentRepository = documentRepository;

Listing 9.15 Before applying dependency inversion

Listing 9.16 After applying dependency inversion

Creates
dependencies

inline

Uses 
constructor 
injection
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        _translator = translator;
    }

    public IEnumerable<DocumentDto> FindByTitle( string titleFragment )
    {
        IEnumerable<Document> documents = 
_repository.Find( x => x.Title.Contains( titleFragment ) );

        IEnumerable<DocumentDto> documentDtos = 
_translator.Translate( documents );

        return documentDtos;
    }
}

Hopefully by this point, you’ll see why the listing 9.16 is more desirable from testabil-
ity and maintainability perspectives.

 Once the dependencies have been inverted, the two available choices are between
implementing poor man’s dependency injection (constructor chaining), as you did in
listing 9.16, or to go straight to an IoC container implementation. Both options
require about the same amount of effort, although there will be some initial setup,
coding, and configuration when implementing the IoC container. Unless you’re
being prevented from using an IoC container, we suggest that you make the immedi-
ate leap to this technique.

 Again, implementing the IoC container should be done incrementally. Do not, we
repeat, do not try to configure your container with all dependencies all at once. Doing
so can be confusing and can lead to missed configurations. Furthermore, this type of
oversight can be a difficult one to track down. Worse, it’s also a problem that can go
unnoticed for long periods of time. Configuring your IoC container is one task that
we keep in the smallest possible pieces of work that we can, even when we’re doing
new development.

 If you decide to go the route of poor man’s dependency injection, don’t fear. That
approach will put your code in a wonderful position to implement an IoC container
when you decide to use one. The changes to code will be minimal and the effects
immediate. Although poor man’s dependency injection isn’t necessarily the absolutely
ideal step to take, it will still make your code testable and will reduce the barriers to
progressing to an IoC container in the future.

 All through the process of refactoring your code using these techniques, you’ve
quite possibly broken existing automated tests. Additionally, you’ve introduced a num-
ber of new points of testability. Now is the time to look at what has been going on with
respect to those tests.

9.5.6 Review (and add) unit tests

The process of changing the code to require the injection of the dependency will
offer you a new testing point within the application. With dependencies removed
from a class, it’s in a much better state to be unit tested. This is because you can now
create it without having to worry about the requirements of its dependencies. If unit



258 CHAPTER 9 Loosen up: Taming your dependencies

tests exist for the class, now is a perfect time to review them. If they don’t, it’s an even
more perfect time to add them.

 Begin making use of mock objects to better test your classes in isolation. They’re
ideal for mocking your dependencies and for testing the behavioral interaction
between a class and its dependencies (see chapter 4). This strategy will allow you to
increase the quality of your codebase and ensure that quality is maintained by run-
ning these new tests as regressions on future code changes or enhancements.

 Our final suggestion, and one we’re going to keep repeating, is that you refactor to
single responsibility where required. Decoupling your code gives you the perfect plat-
form to make use of the open/closed principle to enable your attempts to refactor to
single responsibilities. The single responsibility principle: we’ve talked about it before,
we’re talking about it now, and we’ll continue to mention it in the future.

 On a brownfield project, these are the approaches that we suggest should be
taken. None are magical potions that make effort required when decoupling your
code disappear. Instead they’re meant to help manage the work in units that a person
can easily keep track of and ensure a quality outcome to the effort.

Although the fast feedback provided by your test writing efforts is great, there are
other, less immediate, benefits that your codebase will see.

9.5.7 See the benefits

The benefits of decoupling your code tend to be intangible at first. Decoupling won’t
increase the speed of your code’s execution, it won’t eliminate defects from the
application, and it won’t make your code more robust. All these things still depend
on the code within each of the dependencies.

 Instead, what you’ll notice over time is that you can fix defects more quickly. Code
that isn’t tightly coupled to its dependencies can be tested more easily in isolation.
This fact effectively makes the code under a particular test smaller, and the less code
you’re executing per test, the easier it is to thoroughly verify it. As a result, developers
will be able to isolate, verify, and fix defects quickly and with limited impact on the
overall codebase.

 Another benefit that will occur is the ability for developers to quickly and easily
switch out application functionality when required. No longer will the team cringe at

Don’t forget to test the IoC container
If you decide to go with a third-party IoC container, don’t forget to test that it’s con-
figured. Take the time to write a test that will quickly verify that the configuration of
the container is without error. 

We mentioned earlier that mass configuration can lead to missed values and, ulti-
mately, hard-to-trace errors. By writing a test to verify configuration, you’re adhering
to the idea of failing fast. This quick feedback on failure of the container configura-
tion will save you grief in the long run.
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the prospect of a client’s desired changes. Instead they’ll know that the impact will be
limited and isolated. On top of that, they’ll see that the application of the open/
closed principle will make new or changed functionality easy to develop in isolation
and with confidence.

 From these benefits, you’ll notice an overall decrease in development costs. True,
there will be a large effort (and associated cost) outlay initially as you decouple your
brownfield application, but in the long term costs for maintenance will be far lower
than other projects. The reduced effort and increased confidence outlined in the two
previous benefits are the direct cause of the decreased expense of development and
maintenance. Because applications usually have a longer life in maintenance mode
than they do in development, this is a powerful benefit and not one to be ignored.

9.6 Summary
We dove fairly deep into a few related topics in this chapter. Starting with problems
stemming from coupling, we walked through an example where we decoupled a class
from its dependencies. We also showed how this can vastly improve the testability (and
thus, the maintainability) of your brownfield application.

 Along the way, we covered some important principles, starting with the depen-
dency inversion principle. Related to that is the concept of inversion of control and
dependency injection.

 Decoupling a brownfield application can occur in many different ways. The tech-
niques used may be as simple as the use of interfaces instead of concrete classes, and
as complex as dependency inversion and injection. Although all can be used on a
brownfield application, implementing them requires much effort and an incremen-
tal approach.

 By slowly decoupling an application class by class, you introduce a great many
benefits into your codebase. Testability increases through the use of mocks and
behavior-based testing. Replaceability increases through the use of interfaces and
dependency inversion. Practices such as the open/closed principle become much eas-
ier to adhere to.

 As with any refactoring effort, there’s a cost. On a tightly coupled brownfield appli-
cation, the cost may be very high and the initial outlay of that effort may be hard to
sell. In the long term, costs will diminish. Maintenance costs will decline. Enhance-
ments and changes to the system will seem effortless, and their cost will coincide with
that effort.

 Don’t read into this that decoupling your code is a silver bullet for all things soft-
ware development. It’s just one of many pieces, such as single responsibility, open/
closed, Liskov substitution, and DRY, that make up a greater whole.

 We’ve been slowly narrowing our focus over the last three chapters. In the next
chapter, we’ll narrow it further by looking specifically at your user interface.
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